Early Adopter Profile Information

The University of Memphis

A. Technical

The core technologies of middleware include identifiers, authentication, directories, and, increasingly, PKI.  The use of these technologies at an institution depends on a number of critical factors: embedded base, tolerance for risk, funding, peer patterns, etc.

A1. Are there unified name spaces for key identifiers, such as email addresses, netids, etc.?  Are there policies for revocation and reuse of identifiers? A separate identifier mapping worksheet will be provided in a subsequent message.  Please use it in your analysis here and comment on how it might be improved.

Each member of the University community is assigned an 8-character “universal user ID” (UUID) which is used in most contexts in which a username is required, e.g., shell accounts, dialup, web authentication, workstation logins, emailbox. UUIDs of persons departed from the University are eventually made available for reuse, after a period of about 2 years. Each person is also assigned a unique identifier, of which they are not made aware, which is associated to their University ID (i.e., the relevant identifier used by administrative databases) in a database that is not part of the operational directory system. This identifier is never reused. It serves as the fundamental person object identifier in our directories and also preserves auditability over indefinite periods. 

The lifecycle of a UUID and of the resources to which it is bound is governed by a finite state machine design and a set of automatic processes that create a UUID, create, modify, disable, and destroy the resources associated with a UUID, and eventually destroy the UUID itself. These processes are triggered by changing status in associated records in administrative databases and by the passage of time. There are also processes to create UUIDs and resources for persons “expected” to soon appear in an administrative database as well for assigning resources to persons who for one reason or another will never appear in administrative databases.

A2. What are the current methodologies for enterprise-wide authentication on campus? (If separate colleges or schools have other schemes, please list them.)

Most authentication systems are either directory enabled or are directory synchronized. We operate three directory systems: Ph, Netscape Directory Server (DS), and NDS. For historical reasons, Ph is the source of directory information. Custom developed software keeps a subset of the DS and NDS schemas in real-time or near real-time one-way sync with Ph, and also syncs the UAF of our central VMS cluster where people may have shell accounts. Almost all authentication refers directly to one of these authentication service providers.

Some colleges and schools still operate their own systems for email and shell accounts using traditional techniques. Most have discontinued supporting email and have moved their clientele over to the centrally provided service instead. Almost all computer labs are centrally coordinated and use the enterprise NDS for authentication.

A3. On what types of platforms (e.g. Unix on Sun servers, VMS on alpha boxes, Novell on PC-class systems, Linux) are current enterprise-wide services built (DNS and DHCP, Email, web, etc.)? (If separate colleges or schools have other schemes, please list them.)

We use Solaris Sparc hosts for most such services, with Novell on Intel for NDS and personal web pages on the VMS cluster. 

A4. What products do you use or are you looking at for directories?

We use Ph (a.k.a. CSO Nameservice), Netscape Directory Server, and Novell’s NDS. We are working on integrating Active Directory into the mix.

A5. Is there an enterprise-wide LAN?  (i.e. a service that provides file sharing, printing, etc.)  If so, what product is used?  If not, what are the most prevalent LAN technologies in use and how extensive is their campus-wide coordination?  Does the campus have a statement of direction in this area?

We have a 1,000+ seat system of computer labs managed with NDS and ZEN technologies, principally. We are just starting to roll out a similar service to all faculty and academic staff, which will also use these as core technologies. Significant home directory storage currently remains on the VMS cluster and is not integrated with the distributed environment. We have not yet formally settled on the selection of which large storage system architecture will be used to meet home directory and file sharing needs in the new LAN, although after lengthy information gathering and deliberative processes the most viable contender appears to be a SAN attached to Novell servers which support several file sharing protocols.

A6. What applications will be the first to be directory-enabled?  Why were they chosen?

Following is a roughly chronological list of directory applications that we’ve rolled out over time and why they were chosen. Below that are listed applications currently being deployed.

1. White pages. This was the most basic service that could be provided, and even it required broaching and resolving significant policy issues.

2. SMTP routing. Technically easy, and could be incrementally rolled out, i.e., didn’t involve mandated change to existing email systems.

3. Dialup authentication and authorization. Part of the rollout of the first centrally provided dialup service for the entire campus.

4. Unified username space (UUIDs). Without this, users must increasingly know where they are in the network in order to know which username/password is needed for their next task.

5. Authenticated access to lab computers. Needed to reduce computer abuse, provide auditing and basic usage data, and to ensure that student-funded resources were used appropriately.

6. Card-swipe stations for self-service account maintenance. Emplaced at dozens of locations around campus, these eliminate lines at the helpdesk and make it easier for people to use IT services.

7. Authenticated access to parts of the university’s web. Easy to do with an emplaced directory service, it replaced several separate authentication databases.

8. IMAP/POP access to centrally hosted mailboxes. First step to providing the type of “universal” messaging infrastructure needed to significantly improve internal communications and processes. Most faculty/staff have moved to this service, and we’re just now moving all student mailboxes over.

9. Calendar service for faculty and staff. A routine application. Very successful among staff especially, since it makes scheduling meetings so much easier and makes Palm Pilots so much more useful!

10. Secure discussion groups. Routine application to meet a need to have private newsgroups for various purposes.

11. Authenticated proxy access to licensed databases. Needed to accompany new licenses with providers for access to provider-hosted databases to enable off-campus access by licensees. 

12. Automated ResNet registration. A one-click registration process that authorizes and assigns DHCP credentials to resnet users. Network infrastructure has been configured so that all unregistered computers in the resnet will access the “NetReg” web site when a browser is opened, no matter what URL it might try to retrieve. Users give their UUID/password to authenticate, click on an acceptance button after reviewing the AUP presented to them, and are done.

Applications currently being developed or actively planned:

1. Automatically maintained distribution lists, listserves, and discussion groups to facilitate top-down and peer communications. Several dozen top-down lists, hundreds of organizationally related peer lists, and thousands of per section peer lists will be maintained in the directory and coupled with interfaces in the web to enable authorized persons to send messages to distribution lists, create listserves and groups or participate in closed lists or groups. The major challenge is encouraging changes in business processes that will enable true organizational structure to be embodied in the university’s databases, as opposed to information designed to support payroll and report distribution functions.

2. SMTP re-architecting. We are reconfiguring and redeploying SMTP support services to (1) ensure that local email is delivered quickly regardless of the state of external networks, (2) eliminate the possibility of any university computers being used as open relays, and (3) reduce the amount of spam and email-born viruses arriving at university mailboxes. A key aspect of this plan is to enable TLS, i.e., authenticated and encrypted access to an SMTP server, to give university members the option of accessing university SMTP services remotely. TLS and SMTP routing are directory applications on which this architecture is founded.

3. Making the directory authoritative for PINs. Several applications provided by SCT, our primary administrative systems vendor, will only authenticate users based on PINs stored in administrative databases. We will store PINs in our directory and synchronize the administrative databases with them. This will permit persons in both SIS and HRS databases to have the same PIN, and more importantly, will enable people to maintain their PINs using the same processes that are used to maintain their computer accounts.

A7. For “Source systems” (Student Information Systems, Personnel, etc.), which provide data *to* the directory? Which will allow data to be updated *from* the directory? What are the guidelines for this data exchange?

The SIS and HRS (Personnel) databases are the primary feeds to our directory. Certain tables from the FRS database (Financial) are used to provide a semblance of organizational structure within the directory. SIS and HRS info updates the directory automatically on a daily or weekly basis, depending on time of year. FRS data is used occasionally to update directory structure. Email fields in HRS are set from the directory as part of the daily/weekly automated update process. We have agreement of the “data stewards” to update PINs in HRS and SIS databases from the directory. This will be done in a real-time or near real-time basis by a process yet to be developed.

A8. Do you have a person registry?  If so, is it thin (an identifier resolution service) or thick (a database that holds a significant amount of individual information, and for which the directory may serve as a queriable expression)?   An object registry (i.e. a database that holds information about servers, printers, groups, etc.)? What function(s) do these registries play within your architecture?

We have a thick person registry. Certain classes of objects exist within each of our directories, but these are not yet handled in an enterprise manner, i.e., they are not part of the schema subset that we maintain in synchrony among our various directories. 

Broadly speaking, the person registry supplies data used by some applications to make authorization decisions, to determine which action an application will take, or just for white pages use. An example of the first is whether an authenticated person is allowed to establish a dialup session on a given virtual modem pool, and the type of ACL that will apply to their session, is determined based on attributes in their directory entry. The second is illustrated by our account management system, which manages the disposition of all accounts based on person attributes. It’s also exemplified by processes that initialize the desktop environment in the computer labs (e.g., Netscape Messenger is automatically configured by ZEN to look for the logged-in user’s mailbox(es) in the place(s) indicated by the directory). The third is illustrated by white pages searches such as “show me the phone number of Joe what’s-his-name who works in Purchasing”.

B. Political

Ownership and control of information are major issues within most campuses. Ownership of data is often fuzzy, distributed within multicampus systems, departmental authorities, etc.  Access rights, for viewing or updating information, are unclear.  The building of middleware infrastructure requires leadership and advocacy, consideration of legal issues, and collaboration among political powers and major IT players.

B1. Briefly describe your campus environment (single/multicampus, medical school, role and mission, extenuating circumstances).  In general, what determines whether services are centralized or distributed?

We are a single campus in one of two state systems of higher education with a number of remote locations for distance learning and have no medical school. Head count is about 21,000, of which 5-6,000 are graduate students and about 2,000 are resident. We have a D1 Carnegie classification, although we feel that we’d be R2 if a reclassification were done now. Unlike most other states lately, Tennessee has had continuing severe budget problems and public funding of higher education continues to erode, motivating us to find new ways of doing things.

All core IT “infrastructure services” are centralized (email, dialup, DNS, DHCP, administrative systems, …), while IT desktop and specialized support services are decentralized but coordinated. This resulted from an early grassroots history which tended to favor cooperative approaches to IT problems, together with a more recent formal university-wide IT governance structure in which the leadership of all parts of the University participate.

B2. Briefly describe the organization of the IT functions on campus (Telecommunications, Administrative Computing, Academic Computing, academic department technical staff reporting lines, Libraries, etc.)

The Division of Information Systems (IS) is headed by the Vice President for IS & CIO. IS has departments and/or teams that manage telecommunications, network services, system administration, operations, administrative systems, academic services, and client services, including administration of the campus-wide system of computer labs. Direct support is accomplished through the LSP network (Local Service Providers), persons employed by departments, Colleges, and Divisions but coordinated through two dedicated LSP coordinator staff positions in IS. LSPs receive special training, access to systems and information, and licensed software provided by IS to facilitate their jobs. The Library reports through the Provost, but there is a standing formal team comprised of Library and IS people that coordinate IT matters for the Library. Significant funding for Library IT is provided both by IS and the Provost’s Office.

B3. Are there clear institutional policies or guidelines on who owns and who can access student information? If so, can you supply a pointer to them? Who enforces the guidelines and how?

Although there is a formal policy declaring a Chief Data Officer from whom ownership is meant to derive, more relevant is a formal process for resolving access and development requests concerning all administrative databases. There is an authoritative body called the Administrative Systems Management Team, comprised of the “key users” (a.k.a. major data owners) and selected IS leadership, who decide such things, usually after detailed consideration by one or more subordinate work teams who actually work on the various administrative systems. These work teams are also comprised of both IS staff and key user staff. This process, although not embodied in a formal university operating procedure, was formally defined and authorized by the executive officers of the university, and it is also has been embodied as one of the formal “strategies” in the institution’s annual IT Strategic Plan for each of the past three years.

B4. Are there clear institutional guidelines on who owns and accesses personnel data?  Alumni records?  Medical and patient records (if applicable)? Library materials? Who enforces the guidelines and how?

Cf. B3.

B5. Are there clear institutional guidelines on who can have email accounts, have access to modem pools, etc.?

Yes. All current members of the university community are given access to all such resources, and access continues for a period of 180 days following normal cessation of their relationship with the university. Retirees may elect to keep their email and dialup privileges indefinitely.

B6. Have you given thought to the trust models that might be used for PKI within campus?  If so, please explain.

Not deeply enough to report on as yet.

B7. Are there policies or standards on naming objects (eg printers and file servers) and naming groups (eg mail lists)?

No formal standards exist, although one of the applications described in A5 above will define a standard practice.

B8. Who is the campus champion for the effort?  Why?

The Director of IS Infrastructure and the CIO both champion directory related efforts. The former, in a former grassroots role, first saw the potential for great utility and enablement in directory systems and developed the types of relationships with influential persons on the campus that enable championing such things. About four years ago we developed and filled a CIO position. The CIO has for some time come to share that vision, and occupies a more effective position from which to champion in certain circumstances. In effect, they jointly champion I2/Middleware/Directory type causes.

B9. Are there key players outside the IT department who are behind your efforts?  If so, what departments are they in? What support do they offer (financial, technical resources, political, etc.)?

Yes. Both the Registrar and the Associate Vice President for Human Resources are excellent political supporters of our directory efforts.

C. Financial 

There are real costs (in time and in money), and real savings, associated with deploying an enterprise-wide coherent middleware infrastructure. These financial impacts affect both central IT organizations and departmental level resources.  Monetary costs include systems and software, design and engineering the middleware infrastructure, operating costs, interfaces with legacy systems, and provisioning clients.  Time costs include leadership, technical design staff, operating staff, and user support.  Cost savings occur in reduced data entry, easier data administration, quicker application development, and lower user complexity issues.

C1. How has the campus traditionally funded infrastructural improvements? Are one-time and continuing costs handled differently?

Both one-time and recurring costs associated with improvements and other projects are determined and presented together as a package for approval. Depending on the nature of the project, that approval may be just from the CIO, meaning that the CIO will seek funding within the normal process for allocating divisional operating and capital funds, or it may come from the President in the form of a commitment to allocate corresponding funds, even in future years. The former is typical of most projects. There is an annual budget presentation and allocation cycle for both operational and capital budgets. Capital budgets are approved annually, but 3-year projections are presented as the basis for approval, with significant projected expenses even further out being footnoted. This process, coupled with general support for IT initiatives on the part of campus executives, has so far resulted in the necessary streams of recurring capital funding being available.

Recurring costs for staffing are strictly operational, and regardless of executive support for IT, “who pays for how much staffing” is a continuing executive sport! Fortunately, the IT strategic planning process in use by the campus does actually result in a rough parity between allocated resources, including staff, and objectives to be accomplished. So, at least we aren’t asked to do far more than we should be capable of delivering.

C2. How does the campus intend to fund the out-of-pocket expenses associated with middleware?

Through our IT strategic planning process, which determines the objectives we will achieve and assigns the resources with which to achieve them. Hence, so long as middleware objectives remain at a high enough priority, resources will be allocated from those available towards accomplishing them.

C3. How will the campus address the time commitments required at the departmental level?

Cf. C2, although for departments whose resource allocations are not significantly impacted by the IT strategic planning process more traditional methods of championing may be needed. In our case, this is likely to be an issue only in those offices for which some business process redesign may need to occur, especially to enable proper organizational structure information to appear in the directory.

C4. Will the campus make an effort to recover the cost savings?  If so, how?

Yes, in a way that is bound together with the IT strategic planning process. To an extent, successful directory implementations result in a net avoidance of server, server administration, and client support costs. Our annual budgeting process is linked to expenses necessary to meet plan objectives, and open positions (and some with incumbents) are always re-evaluated and retasked as needed to best implement plan objectives. Hence, this process in theory always (re‑)allocates resources towards current objectives, which can be viewed as a form of cost recovery.
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