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Institutional Profile Information for the Early Adopters Project

A. Technical

The core technologies of middleware include identifiers, authentication,  directories, and, increasingly, PKI. The use of these technologies at an  institution depends on a number of critical factors: embedded base, tolerance for risk, funding, peer patterns, etc.

A1. Are there unified name spaces for key identifiers, such as email addresses, netids, etc.? Are there policies for revocation and reuse of identifiers? A separate identifier mapping worksheet will be provided in a subsequent  message. Please use it in your analysis here and comment on how it might be improved. 

Michigan Tech has an LDAP-based directory service under development with a person entry defined in a tree containing userids, uid, SCT Banner PIDM (administrative numerical id), name, Campus Card photo, etc. The entries in the directory are limited to enrolled students and active faculty and staff. For this audience, we have a unique namespace, based on our Banner PIDM. This PIDM is used in our Network Information Database for account management and our e-mail, modem access, Library, and Campus Card systems. If constituents outside Michigan Tech need an e-mail box, they are added to SCT Banner and given a PIDM. 

Our userids and uids are unique at any given time. Over the years,  however, they are currently being recycled.  

We also maintain information about devices deployed on and connected to the campus network and phone system -- information  we currently use to manage the network and network services. This data resides in a database, not in the directory. 

We plan to further leverage our directory services in the next two years to manage our network bandwidth access and allocation to our Abilene connection. Our current challenge is to address other constituencies such as collaborating researchers, prospective students, parents, and corporate partners (as opposed to suppliers which have PIDMS). In addition, we will be deciding on what information to include in the directory, such as which few of our thirty address types we should load into our tree.

A2. What are the current methodologies for enterprise-wide authentication on campus? (If separate colleges or schools have other schemes, please list them.)

Kerberos 4 is used for modem passwords, and Sun Microsystems' NIS is used for the bulk of authentication with the remaining systems authenticating via Microsoft Windows NT.

A3. On what types of platforms (eg Unix on Sun servers, VMS on alpha boxes, Novell on PC-class systems, Linux) are current enterprise-wide services built  (DNS and DHCP, Email, web, etc.)? (If separate colleges or schools have other schemes, please list them.) 

Our servers across campus are primarily Sun SPARC hardware running Solaris 2.5.1 or later. We have a few Microsoft Windows NT/x86 servers.

A4. What products do you use or are you looking at for directories?

We use Netscape Directory server and will be assessing Oracle 8I, Oracle's LDAP gateway and the OpenLDAP server. 

A5. Is there an enterprise-wide LAN? (i.e. a service that provides file  sharing, printing, etc.) If so, what product is used? If not, what are the  most prevalent LAN technologies in use and how extensive is their campus-wide coordination? Does the campus have a statement of direction in this area?

We have a 6,000 node IP data network and use NFS and SMB for file sharing and lp/lpr/lprng and Microsoft Windows NT for print sharing. Userids, uids, and hostnames are coordinated centrally; gids being standardized. There is further coordination on a college level, such as file systems setups and software sharing. However, the remaining services are supported on a departmental basis.

Some file systems are mounted across campus, such as the central mail spool. Home directories are exported and mounted outside of the home department when needed. 

A6. What applications will be the first to be directory-enabled? Why were they chosen?

For our first application, we developed a kiosk to distribute initial modem (Kerberos4) passwords. Once loaded into the directory and accessed for the first time by swiping their Campus Card, the user cannot access their password again using this method. Campus Card photos were also imported into the tree and printed on the kiosk screen along with the user and password information. This enabled our customer service staff to verify that the photo on the screen matched the person holding the card. We choose this application because the hardware and software we were using needed to be upgraded and rewritten. Using the information from the directory was faster and easier than recreating the data from scratch for each user. 

For our next application, we created and distributed faculty class rosters with student photos. This project was on the Registrar's priority list and had resources dedicated to it. We already figured out the Microsoft ADSI programming model for connecting to the directory server after writing the kiosk application, so we provided the code to the staff member working on the project. The application took one day to implement. This one was chosen because it demonstrated the power of this infrastructure to a non-IT audience.

Currently, we're installing a fingerd and  CSO ph gateway for our LDAP directory to be used by our e-mail clients and on-line web search. This application was targeted to reduce duplication of effort without reducing services. This also buys more time for the department technical staff to rewrite their local ph directory look-up scripts to use the new LDAP service. We plan to decommission ph in the future and move the campus to LDAP.

Our new team (see below) is now working on the next list of applications to demonstrate the power of this architecture.

A7. For “Source systems” (Student Information Systems, Personnel, etc.), which provide data *to* the directory? Which will allow data to be updated *from* the directory? What are the guidelines for this data exchange? 

Our source systems are SCT Banner (administrative database); Network Information Database for userids and uids; Kerberos 4 server for modem passwords; and Campus Card system for photos. None of these systems allow updating from the directory at this time. 

Our current guidelines for data exchange include developing published data refresh times. In addition, we assume that the directory data (other than the standard phone/address look-up data) is private and inaccessible unless it is accessed by an approved application. A developer (or application owner) who would like to use the directory data in an application must present and document what data is to be accessed, who will use the application, etc. The data custodian/owner will use this information to ensure that the data adheres to privacy laws and our access policies. The directory manager will ensure that the application is written efficiently and that the server can scale to meet the demands of new application. A developer needing additional data in the tree works with the data and directory services people to ensure the data is appropriately used, updated, etc.

We plan to create a group to oversee the data and use of the directory service. This group will consist of data custodians, application developers, and directory managers. All applications using the directory will be reviewed and documented by this group.

A8. Do you have a person registry? If so, is it thin (an identifier resolution service) or thick (a database that holds a significant amount of individual information, and for which the directory may serve as a queriable expression)? An object registry (i.e. a database that holds information about servers, printers, groups, etc.)? What function(s) do these registries play within your architecture?

We have a medium-weight person registry that functions primarily as an identifier resolution service and has the additional modem password and photo. We are standardizing UNIX gids across campus and will include those in the tree. 

For an object registry, we have a database which tracks all hardware (IP addresses) connected to the network and their corresponding location. We build our DNS service using this database. In the future, we plan to load the address information into the directory to form the basis for an object registry. 

Longer term, these registries will become extremely important in offering integrated, personalized, and policy-based services to our campus. 


B. Political 

Ownership and control of information are major issues within most campuses. Ownership of data is often fuzzy, distributed within multicampus systems, departmental authorities, etc. Access rights, for viewing or updating information, are unclear. The building of middleware infrastructure requires leadership and advocacy, consideration of legal issues, and collaboration among political powers and major IT players.

B1. Briefly describe your campus environment (single/multi-campus, medical school, role and mission, extenuating circumstances). In general, what determines whether services are centralized or distributed?

Michigan Technological University is a public, Doctoral II research university located in the Upper Peninsula of Michigan. The institution’s enrollment is approximately 6,000 students, ten percent of whom are graduate students. We employ 350 faculty and seventy technical staff across campus. Roughly sixty percent of our student body is enrolled in engineering programs.  

Our traditional pool of undergraduates is recruited from the midwest, centering on Michigan, Wisconsin, and Minnesota. Because we have a long relationship with the automotive companies, Michigan Tech has one of the largest Mechanical Engineering programs in the country. 

Regarding how we determine who offers a particular service, see below. 

B2. Briefly describe the organization of the IT functions on campus (Telecommunications, Administrative Computing, Academic Computing, academic department technical staff reporting lines, Libraries, etc.)

Michigan Tech has a primarily distributed computing support model. Each department is responsible for providing departmental servers, local teaching and research applications, desktop computing and printing, and system administration and consulting personnel to support their additional needs.

IT includes Administrative Computing, Telecommunications (voice, data, video), Educational Technology Services, System Administration Services (technical support for administrative areas), and Distributed Computing Services. The organization focuses on infrastructure and applications that service the entire institution. This includes the network infrastructure, administrative database and institutional data, applications infrastructure, e-mail and central web servers, telephones, TV studio, and video conferencing facilities.

The glue that makes this work is the campus commitment to using network and applications standards (TCP/IP, SMTP, MIME, etc.) coupled with a tight-knit technical group, called the System Administration Council, which meets en mass bi-weekly. This committee, which includes central Information Technology (IT) staff, develops technical standards and provides a communication and support forum for the departmental system administrators. The Council is a subcommittee of our Computer Advisory Committee, our campus technology forum.

The Library has its own technical staff who are members of the System Administration Council. IT also works closely with them on larger projects such as the Voyager conversion done several years ago.

B3. Are there clear institutional policies or guidelines on who owns and who can access student information? If so, can you supply a pointer to them? Who enforces the guidelines and how?

To access student information, one must fill out an access request form to obtain an account. This form requires a name, department, and userid information in addition to the functions. Individuals must sign the form and agree to comply with FERPA. The Registrars office reviews the form according to their policies and then forwards it to a database administrator to fulfill the request, if approved. The form is located on the web at http://www.admin.mtu.edu/em/ban_news/access.htm. 

As a side note, we also require that system administrators fill out this form to get access to the Network Information Database, the repository of uid, userid, and account information for the campus. Department system administrators use this database and the related MTU-developed tools as a view into the Student System for account management purposes.

For our on-line phone/address directory search, we have established definitions of what is public and what is not. These definitions are not on-line at this time.

B4. Are there clear institutional guidelines on who owns and accesses personnel data? Alumni records? Medical and patient records (if applicable)? Library materials? Who enforces the guidelines and how

Similar to student data, our database administrators will not grant access to Human Resources (HR) or Alumni data without the data custodian's consent.  The requestor fills out the appropriate form for the data they would like to view or use and forwards the access request to the appropriate department. Once approved, the Alumni or HR department requests that access be granted to the individual. To view HR's form, point a browser to http://www.admin.mtu.edu/hro/hrit/bannerreqforaccess.html

B5. Are there clear institutional guidelines on who can have email accounts, have access to modem pools, etc.?

Active faculty, staff, and students can have e-mail accounts. Departments may also grant discretionary access to visiting researchers, for example. However, to use an e-mail or modem account, one must have a unique number (or PIDM) in our administrative system. We build the e-mail spool and Kerberos4 password file from Banner and the Network Information Database mentioned above.

B6. Have you given thought to the trust models that might be used for PKI within campus? If so, please explain.

We have not yet considered PKI trust models, but will be doing so in the next year as part of this project.

B7. Are there policies or standards on naming objects (e.g. printers and file servers) and naming groups (eg mail lists)?

There are no formal policies for naming groups, however there are informal naming conventions for e-mail lists, for example, that most departments use. We are working on standardizing gids across campus and expect our plan to be implemented before the end of 2001.

B8. Who is the campus champion for the effort? Why?

Dr. James Cross, Vice Provost for Information Technology is the current campus champion. We plan to have more than one, once we can get more applications up and running. Dr. Cross is well-respected across campus and understands the need to implement this infrastructure. 

B9. Are there key players outside the IT department who are behind your efforts? If so, what departments are they in? What support do they offer (financial, technical resources, political, etc.)?

We have assembled a group that includes:

Advancement

Human Resources

Campus Card Office

Mechanical Engineering (System Administration Council rep)

Electrical Engineering (System Administration Council rep)

Finance

Library

Registrars

IT (Telecommunications, Administrative Computing, Distributed Computing, System Administration Services)

This team represents the major data owners and lead systems people across campus. The support they offer is primarily institutional knowledge and brain power as we move forward in figuring out how to implement this infrastructure. 

By including these major players at the outset, we are able to address our technical, data, and application needs at one table. This fits in with our plan to show as much as possible and not tell; we will be deploying applications along with the infrastructure that are interesting and useful to the institution as a whole. 


C. Financial  

There are real costs (in time and in money), and real savings, associated with deploying an enterprise-wide coherent middleware infrastructure. These financial impacts affect both central IT organizations and departmental level resources. Monetary costs include systems and software, design and engineering the middleware infrastructure, operating costs, interfaces with legacy systems, and provisioning clients. Time costs include leadership, technical design staff, operating staff, and user support. Cost savings occur in reduced data entry, easier data administration, quicker application development, and lower user complexity issues. 

C1. How has the campus traditionally funded infrastructure improvements? Are one-time and continuing costs handled differently?

When general funds are requested for a project, both one-time and on-going costs are included and funded. However, some infrastructure such as our campus network is supported out of connection fees charged to the departments that pay for the on-going maintenance of the backbone and intra-building electronics.

C2. How does the campus intend to fund the out-of-pocket expenses associated with middleware?

The initial budget is leveraged from IT funding sources. However, the final implementation of the architecture may impact departments and will need to be addressed from other sources. One of our goals is to design our implementation to minimize the impact on departmental budgets and technical staff. We want this new technology to save time, not consume it

C3. How will the campus address the time commitments required at the departmental level?

Historically, if departments are interested in the outcome of a project, they participate in it. This Early Adopters project is no exception. 

By using the applications to bootstrap participation, we have generated much interest in this project. One remaining time issue, however, is to pilot these applications and infrastructure in a department outside of IT. There will be significant time commitment on behalf of the department systems staff to do this, including a possible disruption of services for departmental members. IT will negotiate with interested departments about their needs for the pilot, possible outcomes, and advantages.

C4. Will the campus make an effort to recover the cost savings? If so, how?

Historically, funds spent in the IT department which have saved resources in Department X, for example, are reallocated to other projects in Department X.  When the oversight group reviews the proposed applications, the directory service owners can also work with the department offering the application on any possible resource needs.

In the longer term, we expect that the University will see cost savings by offering more services with the same amount of staff. These services manifest themselves to faculty, staff, and students as integrated information sources, portability, and increased ability to tailor information displays to individuals or targeted audiences.  
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